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Abstract. This is a survey of some recent results on point-to-point
shortest path algorithms. This classical optimization problem received
a lot of attention lately and significant progress has been made. After
an overview of classical results, we study recent heuristics that solve the
problem while examining only a small portion of the input graph; the
graph can be very big. Note that the algorithms we discuss find exact
shortest paths. These algorithms are heuristic because they perform well
only on some graph classes. While their performance has been good in
experimental studies, no theoretical bounds are known to support the ex-
perimental observations. Most of these algorithms have been motivated
by finding paths in large road networks.

We start by reviewing the classical Dijkstra’s algorithm and its bidi-
rectional variant, developed in 1950’s and 1960’s. Then we review A*
search, an Al technique developed in 1970’s. Next we turn our atten-
tion to modern results which are based on preprocessing the graph. To
be practical, preprocessing needs to be reasonably fast and not use too
much space. We discuss landmark- and reach-based algorithms as well
as their combination.

1 Introduction

We study the classical point-to-point shortest path problem (P2P): given a di-
rected graph G = (V, A) with non-negative arc lengths and two vertices, the
source s and the destination ¢, find a shortest path from s to ¢. We are in-
terested in exact shortest paths. We allow preprocessing, but limit the size of
the precomputed data to a constant times the input graph size. Preprocessing
time is limited by practical considerations. For example, for computing driving
directions on large road networks, quadratic-time preprocessing is impractical.

Note that preprocessing-based algorithms have two parts: preprocessing al-
gorithm and query algorithm. The former may take longer and run on a bigger
machine or a cluster of machines. The latter need to be fast and may run on a
small device.

Finding shortest paths is a fundamental and widely studied problem. The
single-source problem with non-negative arc lengths has been studied most ex-
tensively; see e.g. [1,3-5,9-12, 17, 22, 28, 38, 41]. For this problem, near-optimal



algorithms are known both in theory, with near-linear time bounds, and in prac-
tice, where running times are within a small constant factor of the breadth-first
search time. The P2P problem with no preprocessing has been addressed, for
example, in [21, 31, 36, 42]. With preprocessing, no nontrivial theoretical bound
is known for the general P2P problem, but there are non-trivial results for the
special case of undirected planar graphs with slightly super-linear preprocessing
space. The best bound in this context appears in [8]. Algorithms for approximate
shortest paths that use preprocessing have been studied; see e.g. [2, 23, 39].
Some of the work on exact algorithms with preprocessing includes [14, 16,
15,18, 19, 24, 27, 29, 32-35, 40]. Here we address only the approaches based on A*
search with landmark-based lower bounds [14, 18], the notion of reach [19], and
their combination [16, 15]. For a related highway hierarchy approach, see [32, 33].
The paper is organized as follows. We give definitions and background in
Section 2. Section 3 reviews A* search and describes its landmark-based imple-
mentation, ALT. Section 4 introduces the concept of reach and discusses how one
can use it to speed up shortest path computations. The section also discusses the
corresponding preprocessing and query algorithms. In Section 5 we discuss how
ALT can be combined with reaches. Section 6 gives an example of experimental
performance of these algorithms. Concluding remarks appear in Section 7.

2 Preliminaries

The input to the preprocessing stage of the P2P algorithm is a directed graph
G = (V, A) with n vertices and m arcs, and non-negative length function ¢ on
arcs. The input to each query is a source s and a destination ¢. The goal is to
find a shortest path from s to ¢. Let dist(v, w) denote the shortest-path distance
from vertex v to vertex w with respect to /.

The labeling method for the shortest path problem [25,26] finds shortest
paths from the source to all vertices in the graph. The method works as follows
(see e.g. [37]). For every vertex v it maintains a distance label d(v), a parent
p(v), and a status S(v) € {unreached, labeled, scanned}. Initially d(v) = oo,
p(v) = nil, and S(v) = unreached for every vertex v. The method starts by
setting d(s) = 0 and S(s) = labeled. While there are labeled vertices, the
method picks a labeled vertex v, scans all arcs out of v, and sets S(v) = scanned.
To scan an arc (v,w), one checks if d(w) > d(v) + (v, w) and, if true, sets
d(w) = d(v) + (v, w), p(w) = v, and S(w) = labeled.

If the length function is non-negative, the graph has no negative cycles and
the labeling method terminates with correct shortest path distances and a short-
est path tree defined by the parent pointers. Its e [ciehcy depends on the rule to
choose a labeled vertex to scan next. Define d(v) to be exact if it is equal to the
distance from s to v. If one always selects a vertex v such that, at the selection
time, d(v) is exact, then each vertex is scanned at most once. Dijkstra [5] and
independently Dantzig [3] observed that if ¢ is non-negative and v is a labeled
vertex with the smallest distance label, then d(v) is exact. The labeling method
with the minimum label selection rule is known as Dijkstra’s algorithm. If £ is



non-negative then Dijkstra’s algorithm scans vertices in nondecreasing order of
distance from s and scans each vertex at most once.

For the P2P case, note that when the algorithm is about to scan the destina-
tion ¢, d(¢) is exact and the s-t path defined by the parent pointers is a shortest
path. We can terminate the algorithm at this point. This termination rule gives
Dijkstra’s algorithm for the P2P problem. This algorithm searches a ball with s
in the center and ¢ on the boundary.

One can also run Dijkstra’s algorithm from ¢ on the reverse graph, the graph
with every arc reversed and obtain a shortest path as the reversal of the path
found. One can combine the forward and the reverse algorithms. The bidirec-
tional algorithm [3,7,30] alternates between running the two algorithms, each
maintaining its own set of distance labels. Let ds(v) and d¢(v) be the distance
labels of v maintained by the forward and the reverse algorithms, respectively.
(We will still use d(v) when the direction would not matter or is clear from
the context.) During initialization, the forward search scans s and the reverse
search scans ¢. The algorithm also maintains the length of the shortest path seen
so far, u, and the corresponding path. Initially, © = co. When an arc (v, w) is
scanned by the forward search and w has already been scanned by the reverse
search, we know the shortest s-v and w-t paths have lengths ds(v) and di(w),
respectively. If u > ds(v) + £(v, w) + de(w), we have found a path shorter than
1, SO we update p and its path accordingly. We perform similar updates during
the reverse search. When the search in one direction selects a vertex z already
scanned in the other direction, the algorithm terminates. Note that = does not
need to be on a shortest path from s to ¢. The bidirectional algorithm searches
two touching balls centered at s and t.

A better stopping criterion (see [18]) is as follows:

Stop the algorithm when the sum of the minimum labels of labeled ver-
tices for the forward and reverse searches is at least ., the length of the
shortest path seen so far.

Note that any alternation strategy works correctly. Balancing the work of
the forward and reverse searches is a strategy guaranteed to be within factor of
two of the optimal o [-line strategy.

A potential function is a real-valued function on vertices. Given a potential
function , the reduced cost of an arc is defined by (v, w) = £(v,w) — 7w (v) +
m(w). Suppose we replace ¢ by /. Then for any two vertices « and y, the length
of every x-y path changes by the same amount, 7(y) — w(x). Thus the relative
x-y path lengths are preserved, and the two problems are equivalent.

We say that 7 is feasible if £;; is non-negative for all arcs. The following facts
are well-known:

Lemma 1. If 7 is feasible and for a vertex t € V we have w(t) < 0, then for
any v € V, m(v) < dist(v,t).

Lemma 2. If 71 and mp are feasible potential functions, then max(my,m2) is a
feasible potential function.



The first lemma, which is a special case of linear-programming duality, implies
that we can think of 7(v) as a lower bound on the distance from v to ¢. The
second lemma allows us to combine feasible lower bound functions to obtain a
better one.

3 ACFSearch

The A* search method [6, 20] was originally designed to speed up search in large,
sometimes implicitly represented, graphs, such as game graphs. This algorithm is
also known as heuristic search or goal-directed search. The idea is that, instead
of searching a ball around s, one biases the search towards ¢. The algorithm
uses a (perhaps domain-specific) function =t : V' — R such that m¢(v) gives
an estimate on the distance from v to t. Define a (forward search) key of v
ks(v) = ds(v) + m¢(v). The only dilerence between A* search and Dijkstra’s
algorithm is that at each step the former selects a labeled vertex v with the
smallest key to scan next instead of the one with the smallest ds value. It is
easy to see that A* search is equivalent to Dijkstra’s algorithm on the graph
with length function ¢y, . If m¢ is feasible, ¢y, is non-negative, so the algorithm is
correct.

The selection rule used by A* search is a natural one: always choose a vertex
on an s-t path with the shortest estimated length. In particular, if m¢ gives exact
distances to t, the algorithm scans only vertices on shortest paths from s to ¢.
If the shortest path is unique, the algorithm scans exactly the vertices on the
shortest path except t¢.

Intuitively, better estimates lead to fewer vertices being scanned. The follow-
ing theorem makes this more precise. Consider an instance of the P2P problem
and let 7 and 7 be two feasible potential functions such that () = m{(t) =0
and, for any vertex v, m{(v) > m¢(v) (i.e., m; dominates 7). If ties are broken
consistently when selecting the next vertex to scan, the following holds.

Theorem 1. [13] The set of vertices scanned by A* search using m is contained
in the set of vertices scanned by A* search using .

3.1 Bidirectional A=3earch

We combine A* search and bidirectional search as follows. Let 7¢ be the potential
function used in the forward search and let s be the one used in the reverse
search. Define reverse search key by k¢(v) = di¢(v) + 7s(v).

Each original arc (v, w) appears in the reverse arc as (w,v), and its reduced
cost w.r.t. ms is U (w, v) = (v, w)—7ms(w)+ms(v), where £(v, w) is in the original
graph. We say that = and =g are consistent if, for all arcs (v, w), fn, (v, w) in
the original graph is equal to ¢ (w,v) in the reverse graph. This is equivalent
to m¢ + ms = const.

If 7 and 75 are not consistent, the forward and reverse searches use di [erent
length functions. When the searches meet, we have no guarantee that the shortest



path has been found. To overcome this di [Cculity, we can work with consistent
potential functions or develop a new termination condition. In this paper we
consider the former approach. For the latter approach, see e.g. [14].

Ikeda et al. [21] suggest using p¢(v) = M for the forward computation

and ps(v) = M = —p¢(v) for the reverse one. Although p; and ps do not
give lower bounds as good as the original ones, they are feasible and consistent.
To make the algorithm more intuitive, we add m(¢)/2 to the forward function
(thus making ps(t) = 0) and 7(s)/2 to the reverse function (making it zero at
s). Note that adding a constant to a potential function does not change reduced
costs.

3.2 ALT Algorithms

Introduced in [14], the ALt family of algorithms uses landmarks and triangle
inequality to compute feasible lower bounds. We select a small subset of ver-
tices as landmarks. For each vertex in the graph, precompute distances to and
from every landmark. This information can be used to compute lower bounds
as follows. Consider a landmark L: if d(:) is the distance to L, then, by the
triangle inequality, d(v) — d(w) < dist(v,w); if d(-) is the distance from L,
d(w) — d(v) < dist(v,w). To get the tightest lower bound, one can take the
maximum of these bounds, over all landmarks. Note that triangle inequality is
the property of graph distances, and the ALT method applies even if graph arc
lengths do not satisfy the inequality.

The preprocessing algorithm selects the landmarks and computes distances
to and from the landmarks. Finding good landmarks is important for the per-
formance of ALT queries. The simplest way of selecting landmarks is to pick
them at random. One can do better, however, using heuristics and optimization
techniques. Several heuristics have been suggested in [14, 18]. We discuss a fast
heuristic and one of the best in terms of landmark quality next.

The farthest selection heuristic picks a vertex r and selects a vertex furthest
from r as the first landmark. Given a set of current landmarks, the vertex furthest
away form this set is selected to be the next landmark. We repeat this process
until the desired number of landmarks is reached.

The avoid heuristic is more sophisticated. Let S be a set of already selected
landmarks (initially an empty set). We choose the next landmark as follows.
First, pick a vertex » and compute a shortest path tree 7, rooted at r. Then
calculate, for every vertex v, its weight, defined as the di Lerence between dist(r, v)
and the lower bound for dist(r, v) given by S. For every vertex v, now compute its
size s(v) as follows. If the subtree T, rooted at v contains a landmark, s(v) = 0;
otherwise, s(v) is the sum of the weights of all vertices in T,. Let w be the
vertex of maximum size. Traverse Ty, in a greedy way: Start from w and always
go to the child with the largest size, until a leaf is reached. Make this leaf a new
landmark. A natural way of picking r (the root vertex) is uniformly at random.
Better results are obtained by picking with higher probability vertices that are
far from the existing landmarks; see [18].



One can use optimization techniques to generate better landmarks. For ex-
ample, one can use a heuristic to generate a set of candidate landmarks and
then use local search to select a good subset to use as landmarks [18]. On road
networks, this significantly increases preprocessing time while only modestly in-
creasing landmark quality.

Now we discuss optimizations of the query algorithm.

Increasing the number of landmarks makes the algorithm more robust and
tends to decrease the search space, but it has two disadvantages. First, it in-
creases memory requirements. Second, it increases the overhead of computing
the lower bounds. To address the second shortcoming, note that for a partic-
ular s-t computation, some landmarks are better than others. Static landmark
selection [13] uses only a subset of the available landmarks, those that give the
highest lower bounds on the s-t distance. With appropriate subset size, this has
little e [edt on the search space and improves the running time.

Dynamic landmark selection has been proposed in [18]. The idea is to dy-
namically maintain a set of active landmarks to be used for computing lower
bounds. Experimental results show that this selection is very e [edtive. The av-
erage number of landmarks active during a query is less than 3, and the search
space is comparable with that for using all landmarks. In fact, the search space
is sometimes smaller because bad landmarks can misdirect the search.

Dynamic selection works as follows. Two landmarks are selected initially, one
that gives the best bound using distances to landmarks and the other using dis-
tances from landmarks. Let b be the best bound computed during this initial
landmark selection. When enough work has been done since the last update to
amortize a re-evaluation of the current set of landmarks, we consider making
more landmarks active. Update attempts happen whenever a search (forward or
reverse) scans a vertex v whose distance estimate to the destination, as deter-
mined by the current lower bound function, is smaller than a value that depends
on b and the update attempt number . (In [18], the value of 5(10—4)/10 is used.)
At this point, the algorithm checks if the best lower bound on the distance from
v to the destination (using all landmarks) is at least a constant factor (e.g. 1.01)
better than the current lower bound (using only active landmarks). If so, the
landmark yielding the improved bound is activated.

A landmark activation changes reduced costs and makes it necessary to
restart the algorithm because labels of vertices in the priority queue have changed.
The priority queue is reset and the vertices are inserted into it with the new keys.
Although the restarting is natural, its proof of correctness is long and technical.
See [18] for details.

Other, more minor, improvements and optimizations of ALt have been dis-
cussed in [16, 18].

4 Reach-Based Pruning

In this section we discuss the notion of reach, originally proposed by Gutman [19]
and further developed in [16, 18]. The definition of reach may seem odd at first,



but becomes natural when one sees how it is used to prune Dijkstra’s search.
To simplify the presentation, we assume that shortest paths between any pair of
vertices are unique. See the above references for the way to deal with ties.

Given a path P from s to ¢ and a vertex v on P, the reach of v with respect
to P is the minimum of the length of the subpath from s to v and the length of
the subpath from v to ¢. The reach of v, r(v), is the maximum, over all shortest
paths P through v, of the reach of v with respect to P.

In the context of reach-based algorithms, we also use the following definitions.
We denote an upper bound on r(v) by 7(v) and denote a lower bound on the
distance from v to w by dist(v, w).

Reach can be used to prune Dijkstra’s search:

Suppose 7(v) < dist(s,v) and 7(v) < dist(v,t). Then v is not on a
shortest path from s to ¢, and therefore Dijkstra’s algorithm does not
need to label or scan v.

Note that this also holds for the bidirectional algorithm.

A straightforward way to compute the reaches of all vertices is to compute
all shortest paths and apply the definition. A more e Lcieht algorithm that adds
O(n?) overhead to the cost of constructing shortest path trees for every vertex is
as follows. Initialize r(v) = 0 for all vertices v. For each vertex x, grow a complete
shortest path tree 7y rooted at x. For every vertex v, determine its reach ry(v)
within the tree, given by the minimum between its depth (the distance from the
root) and its height (the distance to its farthest descendant). If r«(v) > r(v),
update r(v).

Implicit in this algorithm is an e [Ciehtly verifiable “certificate” that proves
a lower bound on reach, i.e., proves that r(v) > L. The certificate is a shortest
path tree such that with respect to this tree r(v) > L. If L is in fact a lower
bound on r(v), such a certificate always exists, and we can verify the validity of
a certificate in linear time (check if the tree is a shortest path tree, then compute
v’s depth and height in the tree). For vertices with large reaches, one can find
a good lower bound on their reach by growing a moderate number of shortest
path trees from random roots and using the resulting values. Unfortunately,
there does not seem to be a similar certificate for upper bounds on reaches.

Upper bounds, however, can be used for pruning if the exact reach values
are not available. On some classes of graphs, such as road networks, there are
heuristics for e [ciehtly computing reach upper bounds when the exact compu-
tation takes too long. We discuss this after we give details on how to use the
upper bounds in queries.

4.1 Queries Using Upper Bounds on Reaches

As described in Section 4, to prune the search based on the reach of some vertex
v, we need a lower bound on the distance of v to the source and a lower bound
on the distance of v to the sink. Sometimes the lower bounds are available:
For example, if the graph is embedded in a metric space or if landmarks and



landmark distances are available. The bidirectional Dijkstra’s algorithm, on the
other hand, does not require any additional information to prune by reach. Next
we describe two ways in which it can be done.

The first one, the bidirectional bound algorithm, works as follows. During
the bidirectional search, consider the search in the forward direction, and let ~
be the smallest distance label of a labeled vertex in the reverse direction (i.e.,
the top element of the reverse heap). If a vertex v has not been scanned in the
reverse direction, then ~ is a lower bound on the distance from v to ¢. (The
same applies to the reverse search.) When we are about to scan v we know that
ds(v) is the distance from the source to v. So we can prune the search at v if
v has not been scanned in the reverse direction, r(v) < ds(v), and r(v) < 7.
The stopping condition is the same as for the standard bidirectional algorithm
without pruning.

An alternative, the self-bounding algorithm, uses the distance label itself for
pruning. Assume we are about to scan a vertex v in the forward direction (the
procedure in the reverse direction is similar). If 7(v) < ds(v), we prune the
vertex. Note that if the distance from v to ¢ is at most 7(v), the vertex will still
be scanned in the reverse direction, given the appropriate stopping condition. It
is easy to see that the following condition works correctly:

Stop the search in a given direction when either there are no labeled
vertices or the minimum distance label of labeled vertices for the corre-
sponding search is at least half the length of the shortest path seen so
far.

The reason why this algorithm can safely ignore the lower bound to the desti-
nation is that it leaves to the other search to visit vertices that are closer to it.
Note, however, that when scanning an arc (v, w), even if we end up pruning w,
we must check if w had been scanned in the opposite direction and, if so, check
if the candidate path using (v, w) is the shortest path seen so far.

Remark. The self-bounding method has an interesting property. If a search in a
certain direction prunes a vertex v, all vertices scanned by the search afterwards
have reaches greater than v. This defines a “continuous hierarchy” of reaches:
Once the search leaves a reach level, it never comes back to it.

The following natural algorithm falls into both of the above categories. \We
call this algorithm distance-balanced. 1t balances the radius of the forward and
reverse search regions by picking the labeled vertex with minimum distance label,
considering both directions. Note that the distance label of this vertex is also a
lower bound on the distance to the target, as the search in the opposite direction
has not selected the vertex yet. The algorithm can be implemented with only
one priority queue.

Note that both bidirectional bound and self-bounding algorithms can use
explicit lower bounds, if available, with the implicit bounds. This may result in
more pruning.



4.2 Reach Upper Bounds

The preprocessing algorithm computes upper bounds on vertex reaches and also
adds arcs to accelerate both preprocessing and queries. We only briefly mention
the main ideas behind the algorithm. For details, see [16, 18,19, 32, 33].

Instead of building shortest path trees as the exact algorithm, we use partial
trees [19]. The idea is to bound reaches of vertices with reach less then a threshold
e. When building shortest path trees, the algorithm stops early and uses the
resulting partial trees. For example, if all arc lengths are less then e and we stop
building trees when their radius exceeds 3¢, we are guaranteed to compute exact
reaches of all vertices with reach below e. In general, we want to use ¢ that is
much smaller than the maximum arc length, and the partial tree algorithm gets
more complicated. In particular, for e Lciehcy reasons it computes upper bounds
on reaches and may fail to bound reach of some vertices with reach below . We
omit details.

Once we bound reaches of some vertices, we delete these vertices from the
graph, replacing them by penalties (defined in the next paragraph). We proceed
by recursively bounding reaches of the remaining vertices. In addition, at each
iteration we add shortcut arcs [32] to reduce the reach of some vertices. This
speeds up both the preprocessing (the graph shrinks faster) and the queries
(more vertices are pruned). We discuss the shortcuts later in this section.

We define penalties as follows. Let G; = (Vj, Aj) be the subgraph processed
by the partial-trees algorithm at iteration . We define the in-penalty of a vertex
v €V as

m-penalty(v) = Ln\\%)f{r(u) + (u,v)},

if v has at least one eliminated incoming arc, and zero otherwise. The out-penalty
of v is defined similarly, considering outgoing arcs instead of incoming arcs:

out-penalty(v) = K]\?Ax{;(w) + {(v,w)}.

If there is no outgoing arc, the out-penalty is zero.

Penalty at a vertex v can be interpreted as follows. Let v’ and v” be new
vertices. Add arcs (v',v) and (v,v”) with arcs of length equal to the in- and
out-penalty of v, respectively. The arcs model paths deleted from the original
graph in a conservative way, where intersecting paths may be modeled as non-
intersecting paths. Thus the reach of v in the transformed graph will be at least
as high as in the original graph.

Next we discuss shortcuts. Sanders and Schultes suggest shortcutting small
degree vertices To shortcut v, we examine all pairs of arcs ((u,v), (v, w)) with
u # w. For each pair, if the arc (u,w) is not in the graph, we add an arc (u, w)
of length ¢(u,v) + £(v,w). Otherwise, we set ¢(u,w) = min(¢(u,w), f(u,v) +
(v, w)). We delete v and all arcs adjacent to it. Finally, we adjust penalties of
the neighbors of v. See [15] for details. Note that if we shortcut vertices with
degree bounded by a constant, the number of arcs added is linear in n.

Shortcuts speed up preprocessing because they allow us to delete more ver-
tices at each iteration. Shortcuts also speed up queries. If one break ties on path



lengths by the number of arcs in the path, then a path that includes a shortcut
arc will be favored over the corresponding (same-length) path that uses original
arcs. This reduces reach of the bypassed vertex and allows it to be pruned: the
search will use the shortcut arc instead of going through the vertex.

We are now ready to give a high-level description of the algorithm. It uses
two subroutines: one adds shortcuts to the graph (shortcut step), and the other
runs the partial tree algorithm and eliminates low-reach vertices (partial-tree
step). Each iteration : = 0,1, ... has a threshold ¢; (an increasing function of 7).
By the end of the i-th iteration, the algorithm will have eliminated every vertex
whose reach it can prove is less than ¢j. Each iteration applies a shortcut step
followed by a partial-tree step. If there are still vertices left in the graph after
iteration ¢, we set €j+1 = a¢; (for some o > 1) and proceed to the next iteration.
Our implementation uses o = 3.

Note that the high-reach vertices appear on more shortest paths than the
low-reach ones, and it is more important to have tight bounds on the reaches of
these vertices. After reaches of all vertices have been bounded, one can delete
low-reach vertices, replaces them by penalties, and run the exact reach algorithm
on the remaining graph. The threshold between low- and high-reach vertices is
chosen to make the exact computation not too expensive.

Below we refer to the reach-based algorithm with shortcuts and reach upper
bounds computed using partial trees as RE.

5 Reach for A~

Reach-based pruning can be easily combined with A* search, as originally ob-
served by Gutman [19]. The general approach is to run A* search and prune
vertices based on reach conditions. Specifically, when A* search is about to scan
a vertex v we extract the length of the shortest path from the source to v from
the key of v. Furthermore, m¢(v) is a lower bound on the distance from v to the
destination. If the reach of v is smaller than both ds(v) and m¢(v), we prune the
search at v.

The reason why reach-based pruning works is that, although A* search uses
transformed lengths, the shortest paths remain invariant. This applies to bidi-
rectional search as well. In this case, we use ds(v) and m¢(v) to prune in the
forward direction, and d¢(v) and 7s(v) to prune in the reverse direction. Using
pruning by reach does not a [edt the stopping condition of the algorithm. We still
use the usual condition for A* search, which is similar to that of the standard
bidirectional Dijkstra, but with respect to reduced costs (see [18]). We call our
implementation of the bidirectional A* search algorithm with landmarks and
reach-based pruning REAL.

However, one cannot use implicit bounds with A* search. The implicit bound
based on the radius of the ball searched in the opposite direction does not apply
because the ball is in the transformed space. The self-bounding algorithm cannot
be combined with A* search in a useful way, because it assumes that the two
searches will process balls of radius equal to half of the s-t distance. However,



processing these balls defeats the purpose of A* search, which aims at processing
a smaller set.

The main gain in the performance of A* search comes from the fact that it
directs the two searches towards their goals, reducing the search space. Reach-
based pruning sparsifies search regions, and this sparsification is e [edtive for
regions searched by both Dijkstra’s algorithm and A* search.

Note that REAL has two preprocessing algorithms: the one used by RE (which
computes shortcuts and reach bounds) and the one used by ALt (which chooses
landmarks and computes landmark distances). These two procedures are inde-
pendent from each other: since shortcuts do not change distances, landmarks can
be generated regardless of what shortcuts are added. Furthermore, the query is
still independent of the preprocessing algorithm: the query only takes as in-
put the graph with shortcuts, the reach values, and the distances to and from
landmarks.

A combination of ALT and RE allows additional optimizations, in particular
reach-aware landmarks [15]. The idea is to keep landmark distances only for a
fraction (e.g., 1/16) of high-reach vertices. This saves space while not increas-
ing query time much. Furthermore, one can increase the number of landmarks
and sometimes win both in space and query time. For example, for large road
networks, going from 16 landmarks for all vertices to 64 landmarks for 1/16
high-reach vertices has this e [edt. See [15].

6 Experimental Results

To illustrate practical implications of the above techniques, we use two graphs of
roughly comparable size but with di[erent structure. One is a 400 x 400 planar
grid with adjacent vertices connected by arcs with lengths chosen uniformly and
independently from the interval [1,16 000]. The grid is directed: length of arcs
(v,w) and (w,v) are chosen independently. It has 160000 vertices and 638400
arcs. The other graph is a road network of the San Francisco Bay area. This
graph has 330024 vertices and 793681 arcs.

The algorithms we compare is B, the bidirectional Dijkstra’s code, ALT, an
implementation of the landmark-based A* search (using 16 “avoid” landmarks),
RE, an implementation of the reach-based method using shortcuts and landmark
upper bounds, and REAL, which combines ALT and RE techniques. We also con-
sider two variants of RE, one without shortcuts, and another without shortcuts
using exact reach values. The latter algorithm uses an optimized version of the
exact reach algorithm [15].

Algorithms were run on a Toshiba Tecra 5 laptop with 2GB of RAM and
dual-core 2GHz processor (but the programs are single-threaded). Query data is
for 10000 random vertex pairs. We give the average running time, the average
number of scans, and the maximum number of scans. These examples gives some
idea of possible speed-ups and memory overheads.

Table 1 gives running times and operation counts for the grid graph. First
consider ALt and RE. These algorithms have similar average running times which



preprocessing query
method seconds MBlavgscan maxscan ms
B — 5.7| 52514 128399 41.0
ALT 6.3 30.1) 1915 31159 3.1
RE 361.6 8.8 3360 5502 3.3
REAL 367.9 30.8 326 2361 0.7
RE (no shortcuts) 7658.2 6.4 28691 56194 23.7
RE (no shortcuts, exact reaches)| 14 117.5 6.4 21326 3924817.2

Table 1. Data for a random grid.

are an order of magnitude better than that of B. There are di Lerknces, however.
The former algorithm scans fewer vertices, but scans are more expensive. RE is
more robust: The worst case dilers little from the average. Preprocessing for
ALT is much faster but it takes more space to store the results.

REAL has combined overhead of ALT and RE for preprocessing time and mem-
ory, but leads to significantly faster query times. The queries are almost two
orders of magnitude faster than those for B.

preprocessing query
method seconds MBlavgscan maxscan  ms
B — 6.1| 116588 293152 30.49
ALT 5.7 27.8] 4430 54194 2091
RE 454 123 668 1697 0.55
REAL 51.1 34.0 172 982 0.28
RE (no shortcuts) 753.3 7.4] 13419 28670 5.24
RE (no shortcuts, exact reaches)| 8629.9 7.4| 11140 24565 4.41

Table 2. Data for the Bay Area road network.

The last two rows of the table show the benefit of shortcuts and that of
exact reaches. Shortcuts significantly improve performance of both preprocessing
and queries. Exact reaches are more expensive to compute, and they improve
queries only modestly. In large graphs, current algorithms can compute only
approximate reaches with shortcuts.

Table 2 gives data for the road network. Performance of B and ALT is similar
to that on the grid graph; the latter algorithm is significantly faster than the
former. In contrast, both preprocessing and queries for RE are significantly faster
on the road network, which has a better defined highway hierarchy (i.e., there is
a small number of vertices with relatively large reach values). As RE is already
very e [cieht, the relative improvement of REAL over it is smaller than for the
grid graph case, but still non-trivial.



The next row shows that, as in the grid graph case, the shortcuts significantly
speed up preprocessing and queries. The last row shows that computing exact
reaches is much more expensive than computing the upper bounds, while the
query speed-up is modest. Note that the dilerknce between exact and approxi-
mate reach computation times is much greater than for grid graphs.

7 Concluding Remarks

Many P2P shortest path algorithms with preprocessing have been developed
recently. These algorithms are very e [cieht in practice on road networks and
some other kinds of graphs. Many open questions remain, however, in particular
theoretical questions.

One would like to have a theoretical justification for these algorithms. Two
possible directions are proving good worst-case bounds for the algorithms on
special graph types or proving average-case bounds on graph distributions. For
the latter, random grids like the one used in Section 6 are interesting candidates.

Another set of questions has to do with computing reaches. One can modify a
standard all-pairs shortest path algorithm to compute reaches in the same time
bound, which is O*(n?) for sparse graphs. Since the size of the output for the
all-pairs problem is £2(n?), there is limited room for improvement. As reaches
need only one value per vertex, this argument does not apply to the problem of
computing reaches. An interesting open question is the existence of an algorithm
that computes reaches — or provably good upper bounds on reaches — in o(n?)
time.
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